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Abstract 

This paper describes QEF a query 
evaluation framework designed to support 
complex applications on the grid. QEF has been 
extended to support querying within a number 
of different applications, including supporting 
scientific visualization and implementing a web 
service semantic search engine. Application 
requests take a form of a workflow in which 
tasks are represented as algebraic operators 
and specific data types are enveloped into a 
common tuple structure. The implemented 
system is automatically deployed into schedule 
grid nodes and autonomously manages query 
evaluation according to grid environment 
conditions. The generality of our approach has 
been tested with a number of applications 
leading to a full grid web service 
implementation available at 
http://codims.epfl.ch.  
 
 
1. Introduction 

 
Query processing systems are designed to 

offer performance guarantees focusing on 
techniques to booster query evaluation and 
algorithms to enhance operator’s execution. 
This approach has led to highly performing 

query engines, mostly implementing the 
relational database model and supporting 
traditional applications. It is a case, though, that 
most complex applications may develop ad-hoc 
solutions to querying, as traditional DBMSs 
offer limited support for specific query 
evaluation requirements, such as automatic 
deployment in a grid or implementing new 
operators, such as a spatial hash-join or web 
service semantic match making.  
QEF has been conceived to provide easy and 
flexible extension and, at the same time, to 
allow developers to concentrate on the 
application problem they are facing rather than 
query processing issues.  
We identify three kinds of QEF users. A QEF 
developer is responsible for extending its 
components and works in the core of QEF. A 
QEF user aims at extending QEF with a new 
data model, adding new data types and 
operations. Finally, a final user intends to run a 
ready to use QEF instance. 
The framework is oriented towards two 
perspectives: the data model and the query 
processing support. The former is modeled by a 
QEF user and introduces the semantics of an 
application domain. The latter implements 
necessary functionality needed to deploy a QEF 
instance into a particular execution 
environment. The application domain semantics 
is given by specific user data types and 



  

corresponding algebra. In this paper, queries are 
more generally referred to as query requests 
(QR). The later can be an SQL query, if the 
respective QEF instance implements the 
Relational model, or a higher-level user request, 
such as a goal [1]. A query request is mapped, 
automatically or manually, to an initial query 
execution plan (QEP), depending on the 
existence of a mapping function. If a mapping 
function is not provided, the QEF user must 
specify a template for an initial QEP.  

A QEP is composed of operators 
implementing the application behavior and data 
flow control. Operators in a QEP are organized 
according to a tree topology in which each a 
pair of subsequent operators is linked through a 
communication protocol following the iterator 
model, proposed by Graefe [2]. The iterator 
model, besides suggesting an elegant interface, 
allows QEF users to model query execution 
plans as workflows, in which operators are tasks 
and the consumer/producer relationship between 
pairs defines the execution flow. Such approach 
is particularly appealing to scientists that are 
used to model their experiments as scientific 
workflows [3].  

From an infra-structure point of view, QEF 
alleviates many complex deployment and 
management tasks involved in running large 
distributed services in the grid. The following 
services are offered: initialization procedures, 
including deployment and data transfer; data-
source management; transaction monitoring; 
buffer and result management.  

A QEF instance is a concrete implementation 
of QEF that has been extended to a particular 
application domain and that is ready to run 
query requests.  

Following the extension methodology 
suggested by QEF, we have implemented a 
series of query evaluation engines supporting 
extremely different applications. The first 
instance considered the XML/Relational data 
integration problem and targeted e-business 
applications having both XML and relational 
data-sources [4]. A second implementation 
supported an entirely new data model directed 
to e-learning applications. The ROSA QEF 
instance considered as data a network of 
interrelated learning-objects and explored 
navigation properties [5].  

Two other QEF instances have been 
developed and are the focus of this paper. The 
scientific visualization application [6] brought 
requirements for extensions on both QEF 
perspectives: data and task modeling and 
execution semantics. The second QEF instance, 
the semantic web services search engine [7], 

adopts a query processing strategy for coping 
with the web service discovery problem. This is 
in fact a very important issue in grids. Instead of 
re-constructing new services, scientists may 
look for existing advertised services that fulfill 
their requirements on service functionality and 
quality of services. The semantic web service 
discovery QEF instance deals with this problem. 
It introduces new data types and operations 
necessary for discovering services according to 
their annotations.  

Both QEF instances have been completely 
implemented and will be demonstrated with a 
running example.  

The remainder of this paper is structured as 
follows. In section 2, we present an overview of 
the QEF framework. Section 3 and section 4 
discuss the extensions implemented to support 
both the Scientific Visualization and the 
semantic web service search engine domains. 
Section 5, briefly describes the scenarios to be 
presented in the demo. Finally, section 6 
concludes. 

 
2. QEF overview 

 
In this section, we present an overview of 

QEF.  
 
2.1 System architecture 
 
A QEF instance is essentially a query 

processing service that receives query requests 
from a user application, evaluates them, and 
returns results in the form of a result set. 

From a data access perspective, QEF has 
been designed to support two data access 
modes. A mediator mode supports access to 
data managed by other database systems using a 
high-level language, such as SQL. A database 
mode provides direct access to data, eventually 
through specific access methods, such as 
indexes. These particularities are hidden by the 
Datasource class that in both cases models the 
data-source as a collection of objects of a user 
data-type, independently of the access mode. 

A QEF instance is equipped with a database 
catalog running on an embedded DERBY 
DBMS. The catalog holds meta-data and system 
parameters necessary for running a QEF 
instance. Examples of information stored in the 
catalog are: system parameters values, data-
source information, executing environment 
information, etc… 

The system can be run as a centralized box 
or as a distributed system. The choice between 
the execution architectures is done through 
parameter configuration. In distributed mode, 



  

information regarding the distributed 
environment must be loaded into the system 
catalog. The distributed mode is currently 
implemented through web services. A local web 
service is created by the query engine interface 
and is responsible for managing the execution. 
It requests, among other things, the initialization 
of remote query engines on remote notes. The 
latter are equally implemented as web services. 
Thus internal communication among query 
engines is done through SOAP request, in which 
data is passed as attachment to the SOAP 
message. 

QEF communicates with client applications 
through a java API. Applications can execute 
requests in either synchronous or asynchronous 
modes. 

 
2.2 QEF class diagrams 
 
QEF has been designed using a software 

framework approach [8], in which one 
distinguishes frozen and hot-spots. The former 
includes the part of the software to be reused 
without modification, whereas the latter 
indicates the extension points. 

Figure 1 QEF core classes. 
 
Figure 1 depicts a UML diagram comprising 

a simplified view of the system’s core classes. 
The ones filled with dots correspond to hot-
spots. Basically, the classes in the diagram 
model aspects of query evaluation that depend 
on the target application domain. The Query 
Manager class represents an orchestra maestro 
handling the communication among the 
different components. The Optimizer, 
QueryAnalyzer and Query Execution Engine 
(QEEF) classes implement the basic query 
evaluation functionality. The QEEF class has 
been extended from the original QEEF 
framework [3]. The main extension points to be 
noted include the classes: Plan Manager, 
Optimizer, Operator and DistributedQEEngine. 

The Plan Manager class is responsible for 
instantiating a query execution plan. It starts by 
constructing an in-memory initial query 
execution plan (IQEP) based on the initial QEP 
specified by the QEF user.  

The current version of the query optimizer 
component takes the initial QEP, schedules its 
operations on available grid nodes, in case of 
running into a distributed query evaluation 
mode, and adds necessary control operators to 
manage data flow. 

The OperatorFactory class creates the 
required in-memory operators according to the 
QEP produced by the Optimizer. Finally, the 
DistributedQEEngine class instance, used in 
distributed query evaluation mode, acts as a 
proxy during the communication with 
corresponding remote execution engines. 

 
 

Figure 2 Application data model. 
 
Figure 2 presents an UML class diagram 

covering the classes involved in modeling 
application domain data models. The root 
abstract class Operator defines the standard 
interface and the shared data-structures. 
Operators process a generic data structure 
represented in the diagram as the class Tuple, 
which is an envelope structure for holding data. 
The actual user data-type instances are inserted 
into instances of the Tuple class by a 
specialization of the abstract DataSource class. 
The latter behaves like a wrapper in mediator 
systems [9], translating data in data-sources into 
the extended data type formats. Application 
workflow tasks are implemented by extending 
the Operator class. In order to provide clearer 
extension points, we further specialize the 
Operator class into Algebraic and Operational. 
The former is an entry point to the data model 
algebraic operators, whereas the latter is a root 
for operators implementing dataflow control. 
Note that this separation makes physical data 
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manipulation transparent to the application 
tasks. Manipulations such as, queue 
management, data transference and data block 
creation are implemented as Operational 
operators. As they act over the same tuple data 
structure, they can read and write to tasks 
operators that become independent of such 
physical concerns. One may observe that the 
Datasource, Data type and Operator classes 
together implement the core aspects of a data 
model (data-structure and operations). 

The following sections complement the 
framework description with two application 
driven extensions.  

 
3. The Scientific visualization 
application extension 

 
We extended QEF to support a pre-

processing stage of a scientific visualization 
application [6]. The application simulates a 
fluid path flow by computing the trajectory of 
virtual particles in a geometry based 
representation of a path.  

The following sub-sections give a brief 
overview on the most relevant implemented 
extensions needed to support this application. 

 
3.1 Data 
 
The virtual particles trajectory computing 

problem (TCP) introduces three data-sources: 
Particle, Geometry and Velocity. The first one 
corresponds to data storing the fluid state in a 
time instant. The second models the geometry 
of the path through which the fluid flows. 
Finally, Velocity models the fluid speed at a 
certain point in the path in a time instant. We 
modeled these data-sources using a Object-
Relational data representation [10]. Each data-
source was implemented by extending the 
Datasource class. In addition, the following data 
types were added to QEF: Point and PointList to 
model virtual particle positions and the 
representation of the physical domain as a set of 
polygons, respectively. 

 
 3.2 Behavior 
 
The application behavior was implemented 

by extending the Algebraic and Operational 
abstract classes. The algebra extension provided 
the necessary semantic operators: 

Spatial-Hash join – implemented the join 
between instances of the Particle and Geometry 
types; 

Temporal hash-join – implements the join 
between then geometry polygons and the 
velocity vectors on each polygon vertex 
according on each time instant; 

TCP and resultingVector – external 
programs are encapsulated into an operator of 
the same name that receives input parameters 
from incoming tuples and produce results 
placed at the output tuple. 

In addition, we added a number of 
Operational operators to mainly cope with two 
particular requirements: intra-operator 
parallelization of the QEP fragment and loop 
behavior, allowing particles (in tuples) to 
traverse the QEP a specified number of 
iterations. An interested reader will find further 
detailed information concerning this extension 
at [13]. We provide here a list of the extended 
Operational operators: 

• to cope with distribution – Sender and 
Receiver, BlockToInstance and 
InstanceToBlock; 
• to cope with parallelization – Split and 
Merge. Block of tuples in the local query 
execution engine are put into queues to be sent 
to remote query execution engine and, 
respectively, are received from different 
remote nodes and merged into a single input 
stream of tuples; 
• to cope with non-first normal form data – 
Fold and Unfold. ; 
• to cope with virtual particles iterations – 
Eddy [11,13]. 

Finally, the framework was completed by 
extending the Optimizer abstract class with a 
concrete implementation that transforms the 
IQEP adding the new control operators 
necessary to support the parallel query 
evaluation. The concrete optimizer 
implementation considers a new scheduling 
algorithm that defines efficient node allotment 
for running QEP fragments in parallel in a set of 
available Grid nodes [12,13].  

 
4. The Semantic web service search 
engine extension 

 
The semantic search engine builds on the 

work developed in DIP European project, (FP6 - 
507483) [14]. The project aims to foster the 
adoption of semantic web services (SWS) 
focusing on the development of semantic web 
technology. A conceptual model, named Web 
Service Model Ontology (WSMO) [1], has been 
proposed to represent semantic web service, 
ontologies and other relevant components. In 
addition, the project proposes a logic based 



  

language, WSML [15], used to describe 
ontologies and to annotate web services (WS) 
with the description of their functionality, based 
on standard terminology specified in referenced 
ontologies. The main motivation is that web 
service providers would publish WS 
functionality by means of semantic descriptions, 
such that potential clients could automatically 
discover published web services whose 
functionality match with his/her desire. In fact, 
a client desire is modeled as a goal in WSMO, 
using a symmetric definition to that of SWS. 

Semantic web service discovery has been 
mainly implemented using reasoners, such as 
RACER to reason on user goals against services 
descriptions. The problem is that as the number 
of published services grows the discovery 
process rapidly becomes a bottleneck. We 
proposed to model the discovery task as a 
workflow of known tasks (i.e. operators). By 
modeling discovery in such a way, one gains 
extensibility for the discovery implementation 
and scalability for the discovery process. 

In this scenario, a QEF query corresponds to 
a user goal (i.e. to find a web service according 
to a certain criteria). A particular characteristic 
is that a goal is a very high level query, with no 
reference to data-sources or indication on how 
the query should be evaluated. In this context, 
an initial query execution plan template (or 
workflow) must be provided by the QEF user. 

The two main discovery tasks are the 
semantic matchmaking and ranking. We 
managed to parallelize a fragment of the QEP 
composed of these two operations. The main 
principle is to distribute the knowledge base 
through allocated grid nodes in which the 
matchmaking shall occur. Note that the 
knowledge base is composed of ontologies 
referred to by the web service descriptions 
themselves, the upper ontologies that describe 
the basic concepts used in service descriptions 
according to a domain (eg. Gene Ontology [16] 
for a biology based domain) and a rank 
ontology. The list of matching candidates web 
service descriptions are retrieved by the local 
query processing engine and distributed to the 
remote engines to be evaluated by the parallel 
matchmaking. The matchmaking operator 
outputs a matching value which is used by the 
ranking operator in computing its distance from 
the goal request and producing the final 
matching rank value. 

The following sub-sections give a brief 
overview of the most relevant implemented 
extensions to support the search engine 
implementation. 

 

4.1. Data 
 
The semantic web service discovery problem 

is based on the WSMO data model. There is an 
object oriented mapping of WSMO into java 
that serves as the basis for application 
development, WSMO4j [17]. We implemented 
a new QEF type class, Webserviceextension, 
which extends the WebService WSMO4j class. 
Thus, a tuple contains a single 
WebServiceextension object. 

The new specialized DataSource class looks 
for known WSML repositories; reads their 
content as WSMO4j objects and constructs 
tuple objects holding an instance of the 
corresponding extended type. 

 
4.2 Behavior 
 
The application behavior was implemented 

by extending the Algebraic and Operational 
abstract classes. The algebra extension provided 
the necessary semantic operators (see [7] for a 
complete description): 

• BloomFilter restriction – indexes SWS 
description based on the concepts used in its 
description. During a discovery query 
evaluation, uses the index to quickly eliminate 
SWS whose concept descriptions do not fall in 
the same classification as the goal concepts; 
• Match – applies a semantic matchmaking 
algorithm to asses the similarity between a 
web service description and a user query; 
• Rank- orders matched web service 
descriptions based on the results of the match 
operation and according to a rank ontology. 

 
5. The Demo 
 
The demo presentation will concentrate on 

exploring with the audience the extensibility 
properties of QEF. Initially we will go through 
the framework classes exposing the frozen and 
hot-spots. This will be supported by posters 
presenting the framework classes as in Section 
2.2, with sequence diagrams giving a more 
comprehensive picture of the framework. Next, 
we will go through each application, presenting 
the data and behavior extensions. A detailed 
introduction to each type structure, followed by 
a complete discussion on each operator 
implementation, will set the path for a real 
execution of queries on both scenarios. 

 



  

5.1 Implementation status 
 
QEF has been extended with all the features 

discussed in this paper. It is a running system, 
implemented using java 1.5. The TCP 
application has been ported into a cluster 
environment with 30 machines that run in 
parallel fragments of the QEP. The demo will 
run in the environment available at the LNCC 
and accessed through a web interface. 

 
6. Conclusion 
 
This paper presented a demo of the QEF 

query evaluation framework. QEF has been 
conceived to adapt to new query-based 
application requirements. Different application 
domains have been implemented using QEF of 
which we concentrate in this paper in two of 
them: a scientific visualization application and a 
semantic search engine. These applications aim 
at demonstrating the extensibility of QEF and 
motivate further developments to support new 
complex grid applications. 

The implemented system is automatically 
deployed into available grid nodes and 
autonomously manages query evaluation 
according to grid environment conditions. A 
running demo, source code and user manuals 
are available online and for download at 
http://codims.epfl.ch. 
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