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ABSTRACT
Scientific Visualization is a computer-based field concerned
with techniques that allow scientists to create graphical rep-
resentations from datasets generated by computational sim-
ulations or acquisition instruments. To address the compu-
tational cost of visualization tasks, specially for large datasets,
researchers have explored grid environments as a platform
for their parallel evaluation. It is however not trivial to
adapt each different visualization technique to run in grid
environments. A desirable alternative would separate the
specificities of data and process distribution in grids from
visualization computation logic. In this work we claim that
the QEF (query evaluation framework) leverages scientific
visualization computation with the above mentioned char-
acteristics. Visualization computation techniques are mod-
eled as operators in an algebra and integrated with a set of
control operators that manage data distribution leading to
a parallel QEP (query execution plan). We show the ben-
efits of parallelization for two of those techniques: particle
tracing and volume rendering. For these techniques, our ex-
periments demonstrate many positive aspects of the solution
presented, as well as opportunities for future work.

Categories and Subject Descriptors
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General Terms
Theory, Performance.
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1. INTRODUCTION
Scientific Visualization (SV) comprehends a series of com-
putational techniques to enable a high-quality visualization
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of synthesized images, many of them produced as the result
of computer simulations. In fact, the production of high-
quality images goes through a processing pipeline. Initially,
a pre-processing stage produces the structure of the visual
object and, eventually, computes auxiliary data. Next, by
using one or more visualization technique the visualization is
completed with some dynamic behavior or finishing aspects.
In both stages, computation can be intensive requiring the
support of powerful grid environment [7] [8].

Grid computing provides transparent access to distributed
computing resources, including CPUs, memory and storage
devices. Users perceive a grid environment as a homoge-
neous integrated platform despite of the heterogeneity and
distributiveness of its components, integrated through the
Internet [6]. Such transparency is achieved through agree-
ments on standards and protocols (i.e., Open Grid Services
Architecture: OGSA [6]).

Integrated access to heterogeneous resources is, neverthe-
less, insufficient for running complex applications on the
grid, as it is the case for SV ones. For these sorts of ap-
plications, higher-level middleware provides advanced func-
tionality aiding in the deployment and efficient evaluation
of applications on the grid. The Query Engine Framework
(QEF) is one such middleware, designed to enable differ-
ent domain applications to access heterogeneous data and
adapted to cope with fluctuations on the grid environment
running conditions. The service implemented by QEF [15]
aims to support applications of high complexity in grid en-
vironment, as is the case of SV applications. Basically, QEF
offers extensibility parts where the specific features of data
processing related to applications can be introduced.

In this context, this work aims at investigating the use of
QEF as a grid middleware to support the evaluation of SV
applications. As a query evaluation engine, QEF assumes
data are modeled as a set of data units that are processed
by n-ary operators in pipelines. Moreover, parallelism is
achieved by partitioning data through fragments of the QEP.
Thus, to support SV it is required modeling their techniques
under such constraints. Two orthogonal SV techniques are
deployed in QEF to exemplify their coverage adopting QEF
as executing strategy: particle tracing (TCP) and volume
rendering (VR). Using QEF provides scalability to SV appli-
cations. Validation results have shown almost linear speed-



up in running TCP and VR SV techniques in up 32 grid
machines. Users are completely unaware of the complexity
involved in running SV applications in grid environments
leading to the transparency advocated by the grid paradigm.

The remaining of this work is structured as follows. Section
2 covers related work. Next, in section 3 concepts related to
SV techniques are discussed. Section 4 presents some con-
cepts about QEF and Section 5 the extension required in
QEF to support SV techniques. Finally, section 6 presents
the experiments and validation results and section 7 con-
cludes.

2. RELATED WORK AND CONCEPTS
The adoption of scientific workflow systems to run scientific
visualization applications was first introduced in VisTrails
[3]. The system combines friendly web-based user interface
for workflow specification with the implementation of scien-
tific visualization functions using, for instance VTK classes.
Vistrails covers a full spectrum of scientific workflows from
its inception, passing through workflow evaluation and man-
aging scientific workflow provenance information.

Two other scientific visualization tools have been proposed
in the context of middlewares for the Grid environment. The
Grid Visualization Kernel (GVK) [10] is an extension to the
Globus Toolkit for visualization in the grid and the Visapult
software. The latter efficiently runs distributed VR tasks
using the IBRAVR algorithm [1].

Recently, projects based on the Map-Reduce paradigm [5]
offer high-level paralelism to bag of tasks kind of appli-
cations. Some of its implementations, such as Apachet’s
Hadoop [2] and Dryad [9] are available and support user ex-
tensions in the form of map functions. The QEF middleware
used in this work does not intend to achieve the same level
of paralelism and fault tolerance as those obtained by the
Map-Reduce framework, nevertheless, as a query processing
system, it offers transparent query optimization and easy
extensibility, in both the application perspective, through
algebraic operators, and through control operations, alter-
ing the execution model.

In this work we adopted QEF as a middleware for efficient
support of scientific visualization tasks evaluation in a grid
environment. The work is an extension of [4] that imple-
mented a version of TCP application. We changed the work-
flow execution strategy proposed in [4] to scale the paral-
lelization of the computation by eliminating a coordinator
node. In the new strategy, particle trajectories are entirely
computed in remote nodes, in contrast to the strategy de-
veloped in [4]. As a consequence, we observed sub-linear
speed-ups as we increased the number of allocated nodes.
In addition, this new implementation included the technique
of VR. From a comparison perspective, QEF was designed
for running in a grid environment counting with specific grid
scheduling algorithm that adapts to fluctuations in allocated
nodes conditions.

3. SCIENTIFIC VISUALIZATION TECHNI-
QUES

This section presents the SV techniques treated in this work.
The techniques in SV can be classified according to the data
type they manage. Scalar fields (F : D ⊂ <3 → <), vec-
tor fields (F (x) is a vector, x ∈ D,D ⊂ <3)), and tensor
fields compose the usual range of data types in this field.
Henceforth, we have methods for scalar fields visualization
(isosurface generation and VR, colormap, etc.), vector fields
visualization (field lines generation, TCP, topology of vector
fields, LIC, among others) and techniques for tensor fields
(topology and hyperstreamlines) [16].

In VR, the visualization model is based on the concept of
extracting the essential content of a 3D data field by virtual
rays passing the field [16]. These rays can interact with the
data according to artificial physical laws designed to enhance
structures of interest inside. These laws can be summarized
in a transport equation of the form:

dl

dt
= −σ(s)I(s) + g(s), (1)

where s is a distance over the ray, I is the scalar field to be
visualized, σ is the extinction coefficient, and g(s) represents
generalized sources [16]. Figure 1 pictures the basic idea
behind the model.

Figure 1: Volume Rendering: virtual rays passing
the field, interacting with data and giving the final
image

In VR, each ray contribution can be computed indepen-
dently. Hence, this method can be efficiently implemented
in distributed memory machines [16] and [12].

The implementation of the other methods cited, for dis-
tributed memory machines, depends on special considera-
tions. That is the case of TCP [16], one of the techniques of
interest in this paper. It can be mathematically defined by
an initial value problem [16]:

dx

dt
= ~F (x, t), x(0) = P0, (2)

where ~F : <3 × <+ → <, is a time-dependent vector field
(velocity, for example). The solution of the above problem
for a set of initial conditions gives a set of (integral) curves
which can be interpreted as the trajectory of massless par-
ticles upon the flow defined by the field F (x, t). Other TCP



methods can be used (streamlines, streaklines, etc.) through
slight modification of the equation 2 [16].

4. THE QEF FRAMEWORK
The QEF framework helps users to define and execute sev-
eral types of requests. By ”request”, we mean a set of user
defined workflows. The system manages the execution of the
request in a distributed environment (Grid environment),
the communication between query execution components,
and the access to heterogeneous data sources.

Using QEF, applications can access transparently hetero-
geneous data stored at different locations. The idea is to
provide a DataSource interface between the data and user’s
applications. This interface abstracts the format and the
location of the data and eases the way the user accesses his
data (files, databases, URLs, etc.), i.e. the user reads uni-
formly from DataSource wrappers without considering types
or locations. Additionally, QEF is agnostic with respect to
the external data structure. The algebraic operators are de-
signed to deal with the kind of data the wrappers produce.
In this context, data structures like graph, for instance, can
be modeled as nodes holding edges and manipulated by the
operators. Obviously the design of the adequate data struc-
ture to hold the external data is essential for the performance
of the system.

The extension of QEF to support SV techniques requires im-
plementing an extension to the framework class DataSource
to each external data to be processed. The extended class
transforms the external data into an in-memory instance
of a data-type. The mapping of the external data to an
in-memory data-type instance may not be trivial and care
must be taken when dealing with potential large data-sets.
In this context, the scientist may decide to partition the
data set into smaller processing units or to adopt pointers
to the original data file. As an example, when integrating
the VR technique, the original images are split into smaller
segments. Each segment is loaded into a tuple data struc-
ture, reducing the in-memory data size, and prepared for
parallel evaluation.

The framework provides an easy way for users to execute
requests. In QEF, a request is a set of user-defined alge-
braic operations, communicating with each other and aiming
to produce a result. These operations are represented by a
Query Execution Plan (QEP). Each operator consumes a tu-
ple and produces one or more modified tuple. Hence, during
the QEP execution tuples flow from one operator to another
one in the QEP; we call this dataflow the producer-consumer
model.

A QEP is topologically represented as a tree where the nodes
are operators, the leaves are the data sources, and the edges
are the relationship between operators in the producer-consumer
form. We consider trees presenting linear or bushy topolo-
gies [13]. Concretely, the QEP is an XML file composed of a
list of operator templates, where each operator is defined by
an id, a name, a list of producers and a list of parameters.

There are two types of operators in QEF: Algebraic and
Control. Algebraic operators implement the algebra of a
data model; they act on the content of a tuple, processing

according to the desired semantics. Control operators, on
the other hand, are Meta-operators that implement an ex-
ecution characteristic, associated with the tuple dataflow.
Combining those two types of operators, applications can
support different execution workflows and allows the system
to transparently decide on an execution strategy keeping in-
tact the execution semantics.

One important aspect in QEF is the distribution of the ex-
ecution over a Grid environment. Applications benefit from
this type of mechanism as the parallel evaluation leads to
reducing query (request) evaluation time. In the QEF, a
Query Optimizer decides which operators of the QEP should
be parallelized and the set of available grid nodes to be used,
based on the cost of the operator on each remote node.

When an operator is parallelized over remote nodes, the
management of the communication between the nodes is
performed by the central node (Master node). A Query Op-
timizer runs on the central node and calls G2N [14] to take
the parallelization decision. The main idea behind this algo-
rithm is that given a set of remote nodes and a set of tasks
it defines a subset of nodes on which the task should be par-
allelized. G2N also manages the data transfer between the
remote nodes and the central one, i.e. it computes the size
of each block of tuples as a function of the nodes throuput
and avaiable data.

In order a distributed executing to happen, the initial QEP
is transformed, by the introduction of new control opera-
tors. Figure 2 shows an initial QEP transformed to handle
the distribution of an abstract operator B over two remote
nodes. Control operators are represented in dark. In this
case, the Optimizer adds the following control operators:

• Receiver (R) e Sender (S): allows exchanging of data
between nodes;

• Instance to Block (I2B) e Block to Instance (B2I): ag-
gregate and disaggregate tuples into blocks to optimize
data transfer;

• Split (Sp) e Merge (Me): to send and receive blocks
from multiple nodes.

5. PROPOSED SYSTEM DESCRIPTION
In this section we sketch the extension of QEF to support
the TCP and the VR techniques in a grid environment. It is
important to remember that the functioning of these tech-
niques and their characteristics are described in section 3.
Additionally, we consider the two main axes of extensibility
to meet the QEF applications: data extension and extension
of operators.

5.1 Extending QEF for TCP
The TCP is a known technique for visualization of fluid flow
simulation results. The problem is to model the TCP ap-
plication data and processes in computing virtual particle
paths through a domain (for instance an human blood sys-
tem artery) using QEF data processing model. The input
datasets include information on fluid particles initial posi-
tion, the geometry of the cell domain decomposition and



Figure 2: Initial QEP Transformation and creation
of remote QEPs.

fluid velocity vectors associated to the cell’s vertices. These
datasets are modeled as the relations:

• Point (x, y, z)

• Particles (particle-id, time-instant, point)

• Geometry (idTetraedro, PointList(id, point))

• Velocity (idTetraedro, time-instant, PointList(id, point))

The Geometry relation models the geometry domain as a
mesh formed by tetrahedrons. The relation Velocity asso-
ciates for each region in the geometry velocity vectors on
instants of time. Finally, the Particle relation defines the
initial position of a set of virtual particles.

The problem described above is to determine the next po-
sition of a particle repeatedly and can be divided into four
stages: (1) find the tetrahedron in which the particle is in-
serted at a given instant of time, (2) find the velocity vector
at each point of the tetrahedron also in this moment of time,
(3) determine the velocity vector from the four vectors found
previously, (4) calculate the next position of the particle.
The algebra implementing the TCP technique adapts tradi-
tional queries processing operators. Operations (1) and (2)
are implemented by specializing the conventional join oper-
ation, while the operations (3) and (4) are implemented as
a user program that receives as parameter the current posi-
tion of the particle and the velocity vector at each point of
the tetrahedron.

As discussed earlier, the QEF data sources encapsulate ob-
jects access to data of different formats available. For the
TCP application, a data source is designed to retrieve data
from three associated relations: particle, geometry and ve-
locity. Additional, the VR application datasource reads a
collection of 2D images and partition then into tuples.

Data sources are input to the operators that extend the class
Scan, which is an operator that manages the production of

tuples for the execution of data flow. In QEF, data struc-
tures (particles, geometry, velocity and image) are mapped
to a set of tuples. Such tuples are mere envelopes of data
that receive objects of user data type defined in the sys-
tem. For TCP the following algebraic operators have been
implemented:

• Spatial-Hash Join (SHJ): The Particles and the Geom-
etry relations are joined using a spatial hash-join (SHJ)
operator [11], associating each particle position with
the corresponding tetrahedron in the geometry. The
predicate isin(point, tetrahedron) evaluates true when-
ever the virtual particle is located within the bound-
aries of the geometric object;

• Temporal-Hash Join (THJ): Each obtained tetrahe-
dron matches with the corresponding velocity vector,
giving the fluid speed at that position. As velocity
changes in time, a join between the chosen tetrahedron
id and the iteration number define the matching crite-
ria;

• Trajectory Computing Particle (TCP): Having the ve-
locity vector resultant at the particles position, the
TCP program can compute the next virtual particle
position.

In addition to the operations above, the TCP application
presents a cyclic nature, i.e. once a particle has its position
computed, it is re-injected in the data flow. The particle
cycles a number of times dictated by the total number of
visualization steps. The following control operators were
implemented to introduce the cyclic behavior.

• Orbit [14]: This operator provides the loop behavior
that implements the iteration needed to interpolate the
points the virtual particle trajectory. This operator
is only inserted in the execution plan when a certain
application is characterized by cyclic execution of a
fragment of the execution plan, as TCP. The tuples
of this application must process their data until the
maximum number of iterations is reached;

• Fold e o Unfold : Finally, these operators assist in data
transformation.

To identify the number of iterations performed by each in-
stance, a property called iteration is added to each parti-
cle before being processed by CEF (Cyclic Execution Frag-
ment). In TCP, operators that compose the CEF are: Spa-
tialHashJoin, Unfold, TemporalHashJoin, Fold, TCP and
Project. This CEF runs on each remote node and is demon-
strated in Figure 3.

The production of data by the CEF happens according to
consumer demand. Each instance processed is sent to the
Orbit operator which increases the number of iteration per-
formed by the same and determines whether it should be
reassessed. As the instances reach the maximum number of
iterations desired, new tuples of the producer are consumed
and made available for processing.



Figure 3: Cyclic Execution Fragment.

5.2 Extending QEF for Volume Rendering
The VR technique follows a very similar approach in its
integration with the QEF framework. Data is represented
through the image data-type and the following algebraic op-
erators are introduced:

• ClipImageData: Partition the 3D image into sub-sets
to be independently processed;

• VolumeRenderingComputation: For each sub-set com-
putes a sub-image through the VR technique;

• AppendImagedata: appends the sub-images together
into a single visualization.

6. EXPERIMENTS AND RESULTS ANALY-
SIS

In this section the adoption of QEF as an environment for
computing SV techniques is assessed with respect to its scal-
ability in a grid environment. In this regard, the TCP and
VR techniques were evaluated focusing on their scaleup on
increasing number of allocated grid nodes.

During the tests, the grid environment was dedicated to
the SV applications eliminating competition for resources,
usually found in grid environments. Concerning the testing
enviroment, QEF has been developed using Java 1.5 and
runs into a web service container provided by the grid OGC
Globus 4.0 deployment. The computing platform used was
a clusters of 32 shared-nothing machines, of which 16 are
virtual machines and remaining are real ones. This work
sought to leverage the use of virtual machines with the aim
of increasing the number of nodes in order to better assess
the distribution capability of the algorithm. The virtual
machines have allocated one processor with 2 GB memory
and Debian 5.0.3 operating system. The real machines are
equipped with 2 Quad Core intel Xeon E5520 processors,
2.27 GHz, 12 GB of memory and the same Debian oper-
ating system. The virtual machines were only used in the
experiments requiring 32 nodes, leaving real nodes to run all
the other validations.

Considering the TCP technique, Figure 4 illustrates the re-
sults of the relative speedup running with increasingly num-
ber of allocated nodes and three sets of data comprising
1000, 500 and 250 virtual particles evaluating 10 iterations
on the QEP. Speedups are almost linear with up to 8 nodes
and slightly sub-linear above this limit. Observe that as

more data enters the system better results are obtained for
larger number of allocated nodes. This is due to the exis-
tence of data to feed nodes running faster than others. When
this is not the case, some nodes may starve without data re-
ducing the effect of parallelization and, as a consequence,
the speedup.

Figure 4: Particle tracing technique speedup.

Results for the VR technique applied to a dataset with 216
images are presented in Figure 5. The same increasing num-
ber of allocated nodes where used leading to very similar
speedUps. It is interesting to note that the execution profile
of both techniques is quite different. VR is computing inten-
sive applying complex calculation on in-memory data. The
TCP technique, on the other hand, is mostly I/O intensive
with the majority of its costs involved in swapping buckets
from the spatial and temporal hash-joins. This observation
is quite enthusiastic as QEF can maintain slightly sub-linear
speedups for different applications behavior.

Figure 5: Volume rendering speedup.

Another interesting observation is that the results obtained
were significantly better than previous results [15] for the
TCP technique. This is due to a simplification assumption
during theses tests. When running with virtual machines
completely isolated from other applications, there is no need



for managing the fluctuations on the execution environment.
In this context, data can be sent to the remote node and
iterates over the fragment of the QEP up to the number
of defined iterations. In previous results, blocks of virtual
particle tuples would be sent back to the master node en-
abling adaptability on each iteration cycle. Such advantage
in terms of adaptiveness reduces scalability.

7. CONCLUSIONS AND FUTURE WORKS
Computer simulation of complex phenomena is becoming
one of the most relevant tools in the development of science.
In order to be able to understand and analyze the results
of such simulations, SV techniques are employed taking ad-
vantage of the human visual ability in analyzing complex
images. Nevertheless, as scientists produce more realistic
simulations huge amount of data has to be processed to feed
visualization techniques. For this reason, grid computing
environments become an important alternative for running
the pre-computing stage of such applications.

This paper presented QEF as a query evaluation framework
extended to support SV techniques. Two of those techniques
have been integrated into the framework: TCP and VR. For
each one of these techniques, a set of algebraic operators and
specific data types have been introduced. In addition, new
control operators were added to deal with managing the flow
of data between operators in the processing of the TCP tech-
nique. Additionally, existing control operators were used to
deal with techniques parallelization and controlling the com-
munication between grid nodes.

The system was deployed in a grid environment with up
to 32 nodes and speedup tests were carried on. The re-
sults demonstrated that the system kept a slightly sub-linear
speedup for configurations with more than 8 nodes. Posi-
tively, when more data is fed into the system, the speedup
increases getting closer to linear. This is mostly due to the
fact that faster nodes are prompted with new tasks and, as
a result, collaborate in reducing the elapsed-time. Thus, we
can concludes, that in the case studied, the speedup sub-
linearity is related to congestion (nodes X data) than with
the non-symmetry of the cluster.

There are many opportunities for future work. Currently
there is no streaming interface to produce output results
from QEF. This can be interesting for techniques that can
be rendered continuously. The flexibility obtained for the
TCP technique must be enriched with the fault tolerance
support in case some of the nodes present problems during
evaluation. Finally, integrate QEF with a system for storing
results.
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